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Abstract

Although high performance computers and advanced numerical methods have
made the application of fully-integrated surface and subsurface flow and trans-
port models such as HydroGeoSphere common place, run times for large complex
basin models can still be on the order of days to weeks, thus, limiting the use-
fulness of traditional workhorse algorithms for uncertainty quantification (UQ)
such as Latin Hypercube simulation (LHS) or Monte Carlo simulation (MCS),
which generally require thousands of simulations to achieve an acceptable level
of accuracy. In this paper we investigate non-intrusive polynomial chaos for un-
certainty quantification, which in contrast to random sampling methods (e.g.,
LHS and MCS), represents a model response of interest as a weighted sum of
polynomials over the random inputs. Once a chaos expansion has been con-
structed, approximating the mean, covariance, probability density function, cu-
mulative distribution function, and other common statistics as well as local and
global sensitivity measures is straightforward and computationally inexpensive,
thus making PCE an attractive UQ method for hydrologic models with long run
times. Our polynomial chaos implementation was validated through comparison
with analytical solutions as well as solutions obtained via LHS for simple numer-
ical problems. It was then used to quantify parametric uncertainty in a series
of numerical problems with increasing complexity, including a two-dimensional
fully-saturated, steady flow and transient transport problem with six uncertain
parameters and one quantity of interest; a one-dimensional variably-saturated
column test involving transient flow and transport, four uncertain parameters,
and two quantities of interest at 101 spatial locations and five different times
each (1010 total); and a three-dimensional fully-integrated surface and sub-
surface flow and transport problem for a small test catchment involving seven
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uncertain parameters and three quantities of interest at 241 different times each.
Numerical experiments show that polynomial chaos is an effective and robust
method for quantifying uncertainty in fully-integrated hydrologic simulations,
which provides a rich set of features and is computationally efficient. Our ap-
proach has the potential for significant speedup over existing sampling based
methods when the number of uncertain model parameters is modest (≤ 20). To
our knowledge, this is the first implementation of the algorithm in a comprehen-
sive, fully-integrated, physically-based three-dimensional hydrosystem model.

Keywords: HydroGeoSphere, integrated hydrologic modeling, polynomial
chaos expansion, uncertainty quantification

1. Introduction

As a result of today’s high performance computers, sophisticated mathemat-
ical models are capable of incorporating many complex processes. As is often
the case, the partial or incomplete knowledge of these processes and the input
parameters required to describe them necessitates the analyst to make various
assumptions and approximations, and in doing so, introduces uncertainty into
the model. The aim of uncertainty quantification is to estimate the variability in
model responses propagated by model uncertainty. Consequently, uncertainty
quantification provides the modeler with a certain level of confidence regarding
the predictions made by their model. Among the many different types of un-
certainty present in a mathematical model, we consider parametric uncertainty,
that is, the uncertainty in model responses that arises from uncertainty in model
input parameters.

In practice, Monte Carlo simulation (MCS) (Metropolis and Ulam, 1949) or
Latin Hypercube simulation (LHS) (Iman et al., 1981a,b) are the workhorse al-
gorithms for uncertainty quantification. These algorithms are robust and scale
well to higher dimensions; however, they are slow to converge, generally re-
quiring thousands of simulations to obtain an acceptable level of accuracy. In
contrast to random sampling methods, a polynomial chaos expansion repre-
sents a model response of interest as a weighted sum of polynomials over the
random inputs. A non-intrusive formulation treats the underlying determinis-
tic model as a black box and consequently does not require any modification
of the deterministic model. Depending on the nature of the problem at hand,
polynomial chaos has the potential for significant speedup over more traditional
random sampling methods. Moreover, once an expansion has been constructed,
approximating the mean, covariance, probability density function, cumulative
distribution function, and other common statistics as well as local and global
sensitivity measures is straightforward and computationally inexpensive.

Polynomial chaos has its roots in the homogeneous chaos introduced by
Wiener (1938), which uses Hermite polynomials to model random processes in-
volving normal random variables. Ghanem and Spanos (1991) pioneered the
very successful stochastic finite elements, which combines a Hermite polyno-
mial basis with a finite element approach as a method to analyze uncertainty in
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solid mechanics. Their method was later generalized by Xiu and Karniadakis
(2002) to the generalized polynomial chaos, based on the correspondence be-
tween certain probability density functions and weight functions corresponding
to orthogonal polynomials from the Askey scheme (Askey and Wilson, 1985).
It should be noted that a similar method referred to as probabilistic collocation
was proposed much earlier by Tatang et al. (1997) and Isukapalli et al. (1998);
however, their approach defines the expansion coefficients through the solution
of a least-squares regression problem instead of via pseudo-spectral projection
onto an orthogonal polynomial basis. A related method that employs a basis
of Lagrange interpolating polynomials referred to as stochastic collocation was
proposed in Mathelin and Hussaini (2003) and has been further developed in
Xiu and Hesthaven (2005); Nobile et al. (2008a,b); Babuška et al. (2007). Gener-
alizations and extensions of these methods have been proposed in the literature
(Wan and Karniadakis, 2005, 2006; Foo et al., 2008; Blatman and Sudret, 2010).

In this paper, we investigate non-intrusive polynomial chaos for quantifi-
cation of uncertainty in fully-integrated, physics-based hydrologic simulations
using the HydroGeoSphere (HGS) model (Aquanty Inc., 2015). As part of
our implementation details, we discuss an iterative refinement technique that
incrementally improves a chaos expansion through optimal reuse of previous
lower-order expansions. The effectiveness of polynomial chaos as a tool for
uncertainty quantification has been demonstrated in many areas including com-
putational fluid dynamics (Hosder et al., 2006, 2007), single and multiphase flow
in heterogeneous media (Li and Zhang, 2007, 2009), vehicle dynamics (Kewlani
et al., 2012), groundwater modeling (Deman et al., 2016), loosely coupled sur-
face/subsurface modeling (Wu et al., 2014), and seawater intrusion modeling
(Rajabi et al., 2015; Riva et al., 2015). However, to the best of our knowl-
edge, this is the first time that it has been used to quantify the uncertainty
in simulations generated by a globally implicit, fully-integrated surface and
variably-saturated subsurface flow and solute transport model. Our polyno-
mial chaos implementation was validated by comparison with analytical solu-
tions as well as solutions obtained via LHS for simple numerical problems. It
was then used to quantify the parametric uncertainty in a series of numerical
problems with increasing complexity, including: a two-dimensional (2D) fully-
saturated, steady-state flow and transient transport problem with six uncertain
parameters and one quantity of interest (Section 7.1); a one-dimensional (1D)
variably-saturated column test involving transient flow and transport, with four
uncertain parameters, and two quantities of interest at 101 spatial locations and
five different times each (1010 total) (Section 7.2); and a three-dimensional (3D)
fully-integrated surface and subsurface flow and transport problem for a small
catchment with seven uncertain parameters and three quantities of interest at
241 different times each (Section 7.3).

The main contributions of this manuscript include:

• The development of a model independent, robust, and user friendly un-
certainty quantification code based on polynomial chaos for application to
hydrologic simulations. In particular, we present a novel iterative refine-

3



ment procedure for incrementally improving regression-based polynomial
chaos expansions through optimal reuse of previous lower-order expan-
sions.

• The novel application of our code to a highly nonlinear fully-integrated
surface water/groundwater problem. In particular, we demonstrate that
PCE can be applied to this complex model problem to efficiently compute
time-varying global sensitivity indices that provide insight into the model
behavior as well as the physical system as a whole.

The remainder of this paper is organized as follows: Sections 2 and 3 in-
troduce the notation and setup the mathematical framework. In Section 4, we
provide a thorough overview of polynomial chaos including a brief discussion of
the computation of statistics and sensitivity indices from an expansion. Section
5 discusses the details of the implementation and in particular highlights the
iterative refinement procedure. Section 6 describes the HydroGeoSphere model,
and Section 7 describes the numerical testing and provides a discussion of the
results. Concluding statements are presented in Section 8.

2. Notation

Throughout this paper we adhere to the following notational conventions.
Uppercase and lowercase letters denote scalar quantities and in some cases may
be used to denote sets, functions, or operators. Bold lowercase letters always
denote vectors (e.g., x) and bold uppercase letters always denote matrices (e.g.,
A). Uppercase script letters always denote sets or spaces (e.g., A, D). The set
of nonnegative integers {0, 1, 2, . . .} is denoted by N, the set of strictly positive
integers {1, 2, 3, . . .} is denoted by N1, and the set of real numbers is denoted by
R. The set of all n-vectors with elements in some set B for some positive integer
n is denoted by Bn. We use U(a, b) to denote the uniform probability distri-
bution on the interval [a, b], LogN(µ, σ) to denote the lognormal distribution
with location parameter µ and scale parameter σ, and LogU(a, b) to denote the
loguniform distribution on the interval [a, b]. We note that a random variable
X ∼ LogU(a, b) if and only if lnX ∼ U(ln a, ln b).

3. Mathematical Framework

Consider a mathematical model that depends on a finite collection of param-
eters Ξ = {ξ1, . . . , ξd} and let u(x, t) be any real-valued response of this model,
where x ∈ Rn is the position variable and t ≥ 0 is the time variable. Suppose
that the model parameters Ξ are uncertain and that we would like to quan-
tify the resulting uncertainty in u. We refer to Ξ as the parameters of interest
and to u as a quantity of interest. Note that u may also depend on additional
“certain parameters” that are fixed and are not considered by our analysis. A
natural way to approach the mathematical formulation of this problem is to
adopt a probabilistic framework for the uncertain parameters, treating them as
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random variables, and recasting the deterministic function u as a function of
these random variables. In doing so, the uncertainty in u may then be rigorously
quantified through statistical measures such as its mean and variance.

We model the random variables ξ1, . . . , ξd as a d-variate random vector
ξ = (ξ1, . . . , ξd) in a properly defined probability space (Ω,F, P ), where Ω
is the sample space, F is the event space, P is the probability measure, and
ξ : Ω→ Rd. We make the assumption that ξ has independent components. We
note that as discussed in Eldred and Burkardt (2009), this assumption is not
absolutely necessary; in theory, correlated random variables may be transformed
to uncorrelated standard random variables in which the independence assump-
tion is valid, e.g., standard normal random variables. We regard u = u(x, t, ξ)
as a random process in which u(x, t, ξ(ω)) : Ω→ R is a random variable for each
ordered pair (x, t). We assume that ξ consists entirely of continuous random
variables, although this framework works equally well for discrete variables.

Let pi(z) = P (ξi = z) denote the probability density function (PDF) of each
random variable ξi with support on the interval Ai = ξi(Ω) ⊂ R for i = 1, . . . , d.
Furthermore, let Fi(z) = P (ξi ≤ z) denote the cumulative distribution function
(CDF) of ξi with support on Ai for i = 1, . . . , d. Since ξ has independent
components, its joint PDF is defined in terms of the marginal PDFs by

p(z) = p1(z1)× · · · × pd(zd) (1)

which has support on

A = A1 × · · · ×Ad ⊂ Rd. (2)

Let L2(Ω, P ) denote the Hilbert space of continuous real-valued random vari-
ables on (Ω,F, P ) that have finite second moments with respect to the inner
product 〈 , 〉L2 defined by

〈X,Y 〉L2 =

∫

Ω

X(ω)Y (ω)P (dω) . (3)

We assume that u(x, t, ξ(ω)) belongs to L2(Ω, P ) for each ordered pair (x, t)
and note that its expected value is defined by

E[u] =

∫

Ω

u(x, t, ξ(ω))P (dω) =

∫

A

u(x, t, z)p(z) dz, (4)

where the latter equivalent expression is more convenient for computation. Nat-
urally, higher-order moments of u such as its variance may be defined analo-
gously.

4. Polynomial Chaos Expansion

Polynomial chaos (PC) employs a basis of multivariate orthogonal polyno-
mials to capture the functional relationship between a model response u and the
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random parameters ξ. This relationship may be expressed by an infinite sum,
referred to as a polynomial chaos expansion (PCE), of the form

u(x, t, ξ) =

∞∑

i=1

ci(x, t)Φi(ξ), (5)

where {ci} are the real-valued expansion coefficients and {Φi : A→ R}i∈N1
is a

sequence of orthogonal multivariate polynomials referred to as basis polynomi-
als. Naturally, in practice one must truncate the infinite sum to a finite number
of terms, and so we shall consider truncated polynomial chaos expansions of the
form

u(x, t, ξ) ≈ uN (x, t, ξ) =

N∑

i=1

ci(x, t)Φi(ξ). (6)

In this work we consider only non-intrusive PC formulations in which the under-
lying deterministic model is treated as a black box. Intrusive PC formulations
such as the Stochastic Galerkin Method (Ghanem and Spanos, 1991) require ac-
cess to the governing equations of the underlying model and are not applicable
in our case due to the complex nature of sophisticated 3D simulations.

It is evident from (6) that any polynomial chaos expansion consists of three
parts: the basis polynomials, the truncation scheme or basis type, and the
expansion coefficients. In the following sections we discuss how each of these
components may be defined. In addition, we discuss how various statistics and
sensitivity measures may be computed from a truncated expansion.

4.1. Basis Polynomials

The polynomial chaos basis polynomials {Φi} are constructed as products of
univariate orthogonal polynomials. The optimal basis polynomials are obtained
when the univariate orthogonal polynomials in dimension j are orthogonal with
respect to the PDF of the random parameter ξj . Ideally, each random parameter
corresponds via its PDF to a family of orthogonal polynomials from the Askey
scheme of hypergeometric orthogonal polynomials (Askey and Wilson, 1985).
Table 1 presents some families of orthogonal polynomials that correspond to
classical weight functions from the Askey scheme. It is important to note that
each orthogonal polynomial corresponds to a probability density function in
standard form (up to scaling), e.g., the Hermite polynomials used by Wiener in
the homogeneous chaos correspond to the standard normal distribution.

If this is not the case, then one may either generate the the orthogonal
polynomials numerically (Gautschi, 1982, 1994) or employ a nonlinear variable
transformation to the most similar Askey type. For example, a loguniform
random variable could be transformed to a uniform random variable prior to
constructing the PCE. For technical reasons related to the convergence of the
polynomial chaos expansion (see Section 4.4), we generally prefer the variable
transformation approach.
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Table 1: Askey scheme polynomials and their connection to various probability distributions.

Distribution PDF Polynomial Weight function

Normal 1√
2π

exp
(
− 1

2
x2

)
Hermite exp

(
− 1

2
x2

)
Uniform 1

2
Legendre 1

Gamma xαe−x

Γ(α+1)
, α > −1 Generalized Laguerre xαe−x

Beta
(1−x)α(1+x)β

2α+β+1B(α+1,β+1)
, α, β > −1 Jacobi (1 − x)α(1 + x)β

Let {ϕjk}k≥0 denote the univariate orthogonal polynomials with respect to
pj(z) for j = 1, . . . , d. We introduce a d-dimensional multi-index as a d-variate
vector i = ‖i‖1 = (i1, . . . , id) in which each component is a nonnegative integer
(i ∈ Nd). Observe that there exists a one-to-one correspondence γ : Nd → N1

between the set of all possible multi-indexes and the set of strictly positive
integers. Thus, to each expansion index i we may assign a unique expansion
multi-index i such that γ(i) = i. The ith basis polynomial Φi(ξ) is then defined
by

Φi(ξ) = Φγ(i)(ξ) = ϕ1
i1(ξ1)ϕ2

i2(ξ2) · · ·ϕdid(ξd). (7)

Owing to the product form of the joint probability density function (1) the basis
polynomials satisfy the orthogonality condition:

〈Φk(ξ),Φ`(ξ)〉L2

{
= 0, k 6= `
> 0, k = `

. (8)

As discussed in Section 4.4, under certain conditions on the random parameters
ξ1, . . . , ξd and their CDFs the orthogonal polynomials {Φi(ξ)}i∈N1

form a com-
plete orthogonal basis of the Hilbert space L2(Ω, P ) in which the model response
u(x, t, ξ) lives. Thus, u can be expressed as an infinite weighted sum of these
polynomials. We note that if the constituent univariate polynomials are or-
thonormal, then {Φi(ξ)}i∈N1

forms a complete orthonormal basis of L2(Ω, P ).
Exactly which basis polynomials are included in the truncated expansion de-
pends on the truncation scheme, which is discussed in Section 4.2.

4.2. Expansion Truncation

In general, a polynomial chaos expansion may be truncated to any positive
number of terms N involving any combination of basis polynomials. Among
the many possible truncation schemes, the total-order expansion is most com-
monly cited in the literature. A total-order PCE employs a complete basis of
polynomials up to a fixed total-order specification, that is, the degree of the
multivariate basis polynomials is restricted to not exceed a fixed integer P ≥ 0.
In terms of the expansion multi-index i ∈ Nd, all indices that satisfy the in-
equality ‖i‖1 = i1 + · · ·+ id ≤ P are kept. For example, the basis polynomials
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of a two-dimensional, second-order expansion (d = 2, P = 2) are

Φ1(ξ) = ϕ1
0(ξ1)ϕ2

0(ξ2), Φ2(ξ) = ϕ1
1(ξ1)ϕ2

0(ξ2), Φ3(ξ) = ϕ1
0(ξ1)ϕ2

1(ξ2),

Φ4(ξ) = ϕ1
0(ξ1)ϕ2

2(ξ2), Φ5(ξ) = ϕ1
1(ξ1)ϕ2

1(ξ2), Φ6(ξ) = ϕ1
2(ξ1)ϕ2

0(ξ2) .

The number of terms N in an expansion of total-order P and dimension d is
given by

N =

P∑

k=0

(
d+ k − 1

k

)
=

(d+ P )!

d!P !
.

Compared with an isotropic tensor-product expansion of order P in which each
element of the expansion multi-index i ranges over {0, . . . , P} and hence N =
(1 + P )d, a total-order expansion offers good monomial coverage with slower
growth in N .

4.3. Expansion Coefficients

Different flavors of polynomial chaos are due in part to the variety of ways
in which the expansion coefficients {ci} may be defined. We discuss two of the
major approaches found in the literature, namely, pseudo-spectral and linear
regression PC.

4.3.1. Pseudo-Spectral Polynomial Chaos

Mathematically, the expansion coefficients {ci} are defined through the pro-
jection of u(x, t, ξ) onto the polynomial basis {Φi(ξ)}i∈N1 . Assuming for sim-
plicity that the basis polynomials are orthonormal, the expansion coefficients
are given by

ci(x, t) =

∫

A

Φi(z)u(x, t, z)p(z) dz for i = 1, 2, . . . (9)

and the chaos expansion (5) forms a generalized Fourier series of u. Unfor-
tunately, since u is known only through the solution of a complex numerical
model, these integrals, in general, cannot be evaluated analytically.

In pseudo-spectral polynomial chaos, the expansion coefficients are computed
through numerical approximation of the integrals (9). Among the available
approximation methods, which include Monte Carlo simulation, quadrature,
and cubature, we briefly describe the quadrature-based method in more detail.
Let

QM (f) =

M∑

j=1

ajf(ξj), aj ∈ R, ξj ∈ A

be an M -point quadrature formula for d-dimensional integrals of the form

I(f) =

∫

A

f(z)p(z) dz.
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Then the expansion coefficients may be approximated by

ci(x, t) ≈ QM (Φi(ξ)u(x, t, ξ)) =

M∑

j=1

ajΦi(ξj)u(x, t, ξj) for i = 1, 2, . . . (10)

If the expansion has been truncated to N terms, then we arrive at the linear
system

c = ΦTAu (11)

that defines the coefficients, where

Φ =




Φ1(ξ1) · · · ΦN (ξ1)
...

...
Φ1(ξM ) · · · ΦN (ξM )


 ∈ RM×N , A = diag(a1, . . . , aM ) ∈ RM×M ,

(12)

and c,u are M -vectors of the approximate coefficients and model responses at
the points {ξj}, respectively.

The standard approach to defining d-dimensional quadrature rules is to con-
struct them from 1D quadrature rules, analogous to how the d-variate orthogo-
nal polynomials are constructed from univariate orthogonal polynomials. Due to
their high precision and close relationship with orthogonal polynomials, Gauss
quadrature rules (Gautschi, 1968; Golub and Welsch, 1969) are typical candi-
dates for the 1D rules. The simplest approach to forming a d-dimensional rule
is to combine the 1D rules through a tensor product construction, however, this
approach suffers from the curse of dimensionality and is only practical when the
dimension d is small. A more successful approach that aims to lessen the curse
of dimensionality while at the same time preserving a high level of accuracy is
based on Smolyak sparse grid rules (Smolyak, 1963). Smolyak sparse grid rules
are nothing more than linear combinations of tensor-product rules with the key
distinction that only products with relatively few points are used. Their appli-
cation to PCE has been thoroughly investigated in the literature (Constantine
et al., 2012; Eldred and Burkardt, 2009; Nobile et al., 2008a,b). The real power
of Smolyak sparse grid rules is realized when the constituent 1D quadrature
rules are nested, since this greatly reduces the number of nodes in the resulting
multidimensional rule. Nesting has the added benefit of allowing for significant
point reuse as the order of the sparse grid rule increases.

4.3.2. Linear Regression Polynomial Chaos

Suppose the chaos expansion has been truncated to N terms. In the linear
regression approach the coefficients c1, . . . , cN are defined by minimizing

uN (x, t, ξj) = u(x, t, ξj) for j = 1, . . . ,M (13)
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in the L2 sense for some set of points E = {ξ1, . . . , ξM} ⊂ A. In terms of
matrices and vectors we have

c = arg min
v∈RN

‖u−Φv‖2, (14)

where u, c, and Φ are defined in Section 4.3.1. The points in E at which
the response values are computed are referred to as collocation points. Thus,
the linear regression approach seeks the coefficients that best reproduce the
response values over a set of collocation points. Naturally, the approximation
quality of the polynomial chaos expansion depends strongly on the distribution
of collocation points in A. A number of methods are possible for defining the
collocation point set, including

• Point Collocation: The collocation points are defined on an unstructured
grid obtained from random sampling within the PDF p(z) (Hosder et al.,
2007).

• Probabilistic Collocation: The collocation points are defined as a subset of
the tensor-product grid constructed from (P + 1)-point Gauss quadrature
rules (Tatang et al., 1997; Isukapalli et al., 1998).

• Tensor-Product Grid Collocation: The collocation points are defined via
a tensor-product grid constructed from Gauss quadrature rules.

• Sparse Grid Collocation: The collocation points are defined via a Smolyak
sparse grid constructed from (nested) Gauss quadrature rules.

The linear system defining the least squares problem in the linear regression
approach may have any shape, however, it is commonly overdetermined, that
is, M > N . As discussed by Isukapalli et al. (1998), an over-sampling with
M ≥ 2N collocation points is recommended to obtain a high quality PCE. The
solution of (14) in the overdetermined case is given by

c = Φ+u, (15)

where Φ+ is the Moore–Penrose pseudoinverse of Φ. Since the least-squares
problem may be ill-conditioned, its solution is computed via the singular value
decomposition (Golub and Van Loan, 1996). We note that it is only necessary
to compute the singular value decomposition of Φ once, after which it can be
stored in factorized form for future use. If Φ has full column rank, then (15)
is the unique minimal solution, otherwise there exist infinitely many minimal
solutions. As discussed by Sudret (2008), in order to obtain an accurate polyno-
mial chaos approximation, the least-squares problem (14) should have a unique
solution.

It is interesting to observe that under certain assumptions the pseudo-spectral
and linear regression approaches are equivalent in the following sense. Suppose
that the maximum degree of any basis polynomial Φi in the truncated expan-
sion is P and that Φ and A in (11) are constructed from a multidimensional
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quadrature rule with positive weights and polynomial precision at least 2P .
These assumptions are met, for example, by a total-order expansion of order
P that employs (P + 1)-point Gauss quadrature rules to construct a tensor
product quadrature rule. Without restricting generality assume that the basis
polynomials are orthonormal. Then

(ΦTAΦ)ij =

∫

A

Φi(z)Φj(z)p(z) dz = δij for all 1 ≤ i, j ≤ N.

Letting A1/2 denote the square root of matrix A, it follows that A1/2Φ has
orthonormal columns and left inverse ΦTA1/2. Therefore, the coefficient vector
c = ΦTAu defined by pseudo-spectral projection is the unique solution of the
weighted least-squares problem

A
1/2Φv = A

1/2u .

Up to diagonal scaling by A1/2, this least-squares problem is identical to that
which is solved by the linear regression approach. This simple analysis further
reveals that under the given assumptions, the matrix Φ has full column rank as
desired. It is worth noting that this equivalency may fail when using sparse grid
quadrature rules since negative weights are possible even when the underlying
1D quadrature rules are positive. However, it remains true that Φ has full
column rank.

4.4. Convergence

Let u be a random variable belonging to L2(Ω, P ) and let uN denote its
polynomial chaos expansion truncated to N terms in which the expansion coef-
ficients are defined through spectral projection (9). Suppose that each random
variable ξ1, . . . , ξd possesses finite moments of all orders and that the CDF Fj
is uniquely defined by its moments for j = 1, . . . , d. Then according to Ernst
et al. (2012) the polynomials {Φi(ξ)}i∈N1 form a complete orthogonal basis of
L2(Ω, P ) and uN → u as N → ∞ in the mean-square sense. This result fur-
ther implies that uN converges to u in both probability and distribution, and in
particular, the mean and variance of uN converges to the mean and variance of
u, respectively. However, it should be noted that depending on the probability
distributions involved, higher-order moments of uN may fail to converge to the
corresponding moments of u as demonstrated by Field Jr. and Grigoriu (2007).
Probability distributions that meet the assumptions given above include, but are
not limited to, the normal, uniform, loguniform, triangular, gamma, and beta
distributions. We note that since the lognormal distribution is not uniquely
defined by its moments, a polynomial chaos expansion in which at least one
random parameter ξj follows a lognormal distribution may not converge to the
correct quantity. It is possible to remedy this issue via a variable transforma-
tion to a standard normal random variable; however, variable transformations
should be used sparingly and only in certain circumstances because the addi-
tional nonlinearity introduced by the transformation may negatively affect the
convergence of uN .
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The convergence rate of uN depends strongly on the smoothness of u(x, t, ξ)
with respect to the uncertain parameters ξ. In particular, if u or any of its
derivatives are discontinuous or if steep gradients are present the rate of conver-
gence may be diminished, perhaps severely. Thus, depending of the regularity of
u it may be necessary to use a high-order expansion, necessitating many model
simulations, to obtain reasonable accuracy. The poor convergence behavior of
uN in this case may be attributed, in part, to the fact that a global polynomial
basis is ill-suited for representing such functions.

4.5. Analytic Statistics and Probability Distributions

Analytic expressions for the mean and covariance of a model response u
may be readily computed with minimal expense from its truncated chaos ex-
pansion uN . Without restricting generality, suppose that the chaos expansion
of u employs an orthonormal polynomial basis in which Φ1(ξ) ≡ 1. Then by
orthonormality of the basis polynomials

E[u(x, t)] ≈ E[uN (x, t)] = 〈uN (x, t, ξ),Φ1(ξ)〉L2

=

N∑

i=1

ci(x, t)〈Φi(ξ),Φ1(ξ)〉L2

= c1(x, t).

(16)

By a similar argument we arrive at an expression for the covariance:

Cov(u(x1, t1), u(x2, t2)) ≈ Cov(uN (x1, t1), uK(x2, t2))

=

min{N,K}∑

i=2

ci(x1, t1)ci(x2, t2).
(17)

It follows immediately from the expression for the covariance that

Var(u(x, t)) ≈ Var(uN (x, t)) =

N∑

i=2

(ci(x, t))
2. (18)

Formulas for the third and higher moments may also be derived, however, they
are more difficult to use in practice as they involve multidimensional integrals.
Additionally, as u is assumed to be a second order process, there is no guar-
antee that the third and higher moments of uN converge to the corresponding
moments of u as N →∞.

The PDF or CDF of u may be approximated from its polynomial chaos ex-
pansion by random sampling of the truncated expansion uN . Naturally, statis-
tics such as the median, interquartile range, and percentiles, for example, may
be estimated from the random samples. Random sampling of uN is in general
much more efficient then random sampling of u since it involves computing lin-
ear combinations of multidimensional polynomials, which are relatively cheap
compared to simulations of a complex numerical model.
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4.6. Local Sensitivity Analysis

Local sensitivity analysis seeks to quantify the change in a model response to
local perturbations of the model parameters taken one at a time about a fixed
point. If the partial derivatives of the model response u with respect to ξ1, . . . , ξd
exist at some point ξ0 ∈ A, then the first-order local sensitivity coefficients sj
may be defined by

sj(x, t) =
∂u(x, t, ξ)

∂ξj

∣∣∣
ξ=ξ0

for j = 1, . . . , d. (19)

A typical value for ξ0 is the mean of ξ. The sensitivity coefficients sj may be
approximated in terms of the polynomial chaos expansion by

sj(x, t) ≈
∂uN (x, t, ξ)

∂ξj

∣∣∣
ξ=ξ0

=
N∑

i=1

ci(x, t)

[
∂Φi(ξ)

∂ξj

]

ξ=ξ0

for j = 1, . . . , d.

(20)

Since the basis polynomials are the product of univariate orthogonal polynomials
(7) it follows that each partial derivative in the formula above reduces to the
derivative of a single univariate orthogonal polynomial:

∂Φi(ξ)

∂ξj
=
dϕjij (ξj)

dξj

∏

k 6=j

ϕkik(ξk).

Hence, each local sensitivity coefficient may be computed with the same effort
as evaluating the chaos expansion at a single point.

4.7. Global Sensitivity Analysis

Global sensitivity analysis seeks to quantify the change in a model response
as a result of simultaneously varying subsets of the model parameters over their
parameter spaces. Variance-based decomposition is a type of global sensitivity
analysis in which the variance of the model response is decomposed into frac-
tions that can be attributed to subsets of the input parameters (Sobol, 1993).
It uses two primary measures, the main effect index Sj and the total effect
index Tj . The main effect index Sj measures the contribution to the model
response variance arising solely from the jth model parameter ξj . On the other
hand, the total effect index Tj measures the contribution to the model response
variance arising from the jth model parameter and all its interactions with the
other model parameters. In addition to the main and total effects, indices of
higher-order interactions involving two or more model parameters may also be
defined. We use the notation Sj1,...,jk to denote the interaction between the
model parameters ξj1 , . . . , ξjk , where j1, . . . , jk ∈ {1, . . . , d} are distinct and
1 ≤ k ≤ d.

In general, computing Sj , Tj , and higher-order indices of a model response
u requires the evaluation of multidimensional integrals, which may be accom-
plished by methods based on random sampling (Saltelli et al., 2010). On the
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other hand, as illustrated by Sudret (2008); Ciriello et al. (2013); Formaggia
et al. (2013), polynomial chaos expansion is particularly amenable to variance-
based global sensitivity analysis in which case the sensitivity indices can be
expressed as analytic functions of the expansion coefficients. To define Sj1,...,jk
and Tj in terms of the expansion coefficients we assume that the truncated
polynomial chaos expansion of u is expressed in the equivalent form

uN (x, t, ξ) =
∑

i∈I

ci(x, t)Φi(ξ), (21)

where I is the set of N multi-indexes i ∈ Nd that define the basis polynomials
in the expansion. Now define the index set

Sj1,...,jk(I) =

{
i ∈ I

∣∣∣∣
i` > 0, ` ∈ {j1, . . . , jk}
i` = 0, ` ∈ {1, . . . , d} \ {j1, . . . , jk}

}
. (22)

Then the sensitivity index Sj1,...,jk of the model response umay be approximated
by

Sj1,...,jk ≈
1

V

∑

i∈Sj1,...,jk (I)

(ci(x, t))
2, (23)

where V is the total variance of u computed from (18). Because the index set I

can always be partitioned into nonempty sets of the form Sj1,...,jk(I) it follows
that the sum of all such indices is equal to one. We note that for the main effect
indices Sj the index set (22) simplifies to Sj(I) = {i ∈ I | ij > 0, ik = 0 ∀k 6=
j}. The total effect index Tj may be approximated from the polynomial chaos
expansion by a similar equation:

Tj ≈
1

V

∑

i∈Tj(I)

(ci(x, t))
2, Tj(I) = {i ∈ I | ij > 0}. (24)

There are 2d − 1 sensitivity indices of the form Sj1,...,jk , so even for relatively
small dimensions d the number of possibilities is large. In practice this does not
pose a problem since we are primarily interested in the main effects and total
effects which comprise only 2d indices. Moreover, since many of the higher-order
interaction indices will be near or equal to zero, we may truncate any indices
that fall below a given threshold.

5. Polynomial Chaos Implementation

One of the difficulties that arises when using the polynomial chaos expansion
for uncertainty quantification is the selection of the expansion order P . Ideally,
the expansion order should be large enough to obtain a reasonable level of accu-
racy, but should not result in an undue number of costly simulations. Unfortu-
nately, estimating the optimal expansion order a priori is typically intractable

14



for all but the simplest problems. To remedy this issue we have developed an it-
erative refinement framework that attempts to efficiently construct a sufficiently
accurate chaos expansion starting from an initial low-order approximation. The
steps of our algorithm (see Algorithm 1) are as follows. Starting from an ini-
tial low-order expansion with a user specified expansion order (typically P = 1
to start), during each refinement step the expansion order is incremented, the
chaos expansion is reconstructed (requiring new model simulations), and a con-
vergence criterion is checked. The refinement process attempts to minimize
the number of model simulations by reusing the results of previous refinement
steps. Reuse is accomplished through the use of nested quadrature rules within
a Smolyak sparse grid framework. When reuse is optimal, iterative refinement
can iterate through expansion orders 1, . . . , P in roughly the same amount of
work that it would take to construct an order P expansion.The convergence cri-
teria are based on the relative and absolute changes in the mean and standard
deviation from one refinement step to the next and on the magnitude of the
leave-one-out cross-validation error (LOOCV). Additional criteria based on the
maximum number of simulations, the maximum expansion order, and the maxi-
mum number of refinement steps may also be imposed. As discussed by Blatman
and Sudret (2010), the LOOCV is a relatively robust error estimate that can
be computed efficiently for linear regression polynomial chaos expansions. We
use the LOOCV to quantify the predicative accuracy of the polynomial chaos
expansion uN relative to the underlying deterministic model response u. In
principle, if the LOOCV is sufficiently small, then our estimates of the relative
error in the mean and standard deviation (on which we base our convergence
criterion) should be trustworthy.

Algorithm 1: PCE with Iterative Refinement

Set initial expansion order P ← P0

while not converged do
Build orthogonal polynomials and collocation points

if P = P0 then
Run deterministic simulations in parallel

else
Run deterministic simulations in parallel, reusing simulations from
previous lower-order expansions

end

for each observable do
Compute the expansion coefficients
Compute statistics, PDF, CDF, local/global sensitivity measures

end

P ← P + 1

end
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Our polynomial chaos implementation is assembled together with sampling
methods such as Monte Carlo, Latin Hypercube, and quasi Monte Carlo simu-
lation to provide a comprehensive uncertainty quantification tool. Due to the
non-intrusive nature of PCE and the sampling methods, our tool is effectively
model independent and hence is amenable to models other than HGS. It is im-
plemented in C++ and provides failure tracking of model simulations as well as
a restart feature. Probability distributions commonly associated with surface
water and groundwater modeling are supported, including the normal, uniform,
lognormal, loguniform, and triangular distributions. Model simulations, which
are typically the most computationally demanding aspect of uncertainty quan-
tification, have been parallelized with OpenMP (OpenMP Architecture Review
Board, 2002). Additionally, our tool is hosted on AlgoCompute (Merrick, 2017),
a web-based cloud-computing tool that employs the Microsoft Azure cloud-
computing platform. Our polynomial chaos implementation has been validated
by comparison with analytical solutions as well as empirical solutions obtained
by LHS for a variety of simple model problems, and its performance has been
measured against LHS. For the purposes of this paper we discuss more complex
problems, which are described in Section 7.

6. HGS Numerical Model

HydroGeoSphere (HGS) is a fully-integrated surface and variably-saturated
subsurface flow model including contaminant and heat transport, evapotranspi-
ration, and land surface processes (Aquanty Inc., 2015; Davison et al., 2015;
Sudicky et al., 2008; Hwang et al., 2015). HGS implements an implicit control-
volume finite element method and utilizes OpenMP for its parallelization (Park
et al., 2009; Hwang et al., 2014). The two-dimensional surface is draped directly
over the three-dimensional subsurface domain and is modeled by the depth in-
tegrated Saint-Venant equation:

∂φ0h0

∂t
= ∇ · (d0K0∇(d0 + z0)) + d0Γ0 +Q0

where φ0 is the surface domain porosity (-), h0 is the hydraulic head (m), d0 is
the surface water depth (m), t is time (s), Γ0 is the surface water volumetric
exchange between domains (s−1), and Q0 is surface domain sources and sinks
(m s−1). The surface conductance (m s−1), K0, is calculated by the Manning,
Chezy, or Darcy–Weisbach equations.

The surface domain is coupled to the subsurface domain by either the com-
mon node approach (both the surface and subsurface domain share one node) or
the dual-node approach (the surface and subsurface are directly linked between
domains). The variably-saturated subsurface domain implements Richards’
equation:

SwSs
∂ψ

∂t
+ φ

∂S

∂t
= ∇ · (K · kr∇ (ψ + z)) +

∑
Γ +Q
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where S is the water saturation (-), Ss is the specific storage (m−1), φ is the
porosity, ψ is the pressure head (m), K is hydraulic conductivity tensor (m s−1),
z is the elevation (m), Γ is the volumetric water exchange flux between domains
(s−1), and Q represents the sources and sinks (s−1). The relative conductivity (-
), kr, is determined by Genuchten (1980), Brooks and Corey (1964), or through
a lookup table.

Contaminant transport in the subsurface is modeled by the three-dimensional
advection-dispersion equation:

∂φSC

∂t
= ∇ · (qC − φSD∇C) (25)

where C is the solute concentration (g m3), q is the flux (m s−1), and D is the
hydrodynamic dispersion tensor (m2 s−1). The two-dimensional surface domain
implements a modified version of (25) by removing the z-component.

7. Numerical Tests

Our polynomial chaos implementation was tested through a series of numer-
ical problems of increasing complexity, both in terms of the physical problem
and in the application of our uncertainty quantification tool. All test problems
were conducted using linear regression polynomial chaos with a total-order basis,
sparse grid collocation, and iterative refinement in conjunction with the physics-
based, fully-integrated hydrologic model HydroGeoSphere (Aquanty Inc., 2015).
The test problems include a 2D fully-saturated steady flow and transient trans-
port problem with six uncertain parameters and one quantity of interest; a 1D
variably-saturated column with transient flow and transient transport, four un-
certain parameters, and two quantities of interest at 101 spatial locations and
five times each (1010 total); and, a 3D fully-integrated surface and variably-
saturated subsurface flow and solute transport problem for a small catchment
with seven uncertain parameters and three quantities of interest at 241 times
each.

7.1. 2D Fully-Saturated Steady Flow with Transient Transport

7.1.1. Problem Description

This problem simulates the movement of a dissolved conservative contami-
nant from a deep underground source to a near surface environmental receptor
(Figure 1). The problem consists of a 2D layered bedrock system in which hy-
draulic conductivity and porosity within each layer are uncertain and decrease
with depth (parameter ranges and distributions are shown in Table 2). The flow
system is assumed to be at steady state and is driven by a recharge zone and a
discharge zone. The quantity of interest is the concentration at the observation
point near the discharge zone after one million years.
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Figure 1: Illustration of the 2D layered problem.

Table 2: Uncertain parameters for the 2D layered problem.

Parameter Value Units

hydraulic conductivity (K1) LogU(10−7, 10−5) m s−1

hydraulic conductivity (K2) LogU(10−8, 10−6) m s−1

hydraulic conductivity (K3) LogU(10−9, 10−7) m s−1

porosity (φ1) U(0.2, 0.4) –
porosity (φ2) U(0.05, 0.15) –
porosity (φ3) U(0.01, 0.05) –

7.1.2. Model Setup

The 2D model domain is unit thickness in the y-direction and measures
1500 m in the x-direction, and 100 m in z-direction. Numerical elements mea-
sure 2 m × 2 m in the x- and z-directions and the mesh contains a total of 76,602
nodes. No-flow boundaries are assigned to all outer boundaries, except in the
areas labeled as Recharge and Discharge Zones. Constant head boundaries are
assigned in these regions to generate a regional flow field (hrecharge = 100 m and
hdischarge = 99 m). The contaminant source is represented by a constant concen-
tration boundary condition of unit concentration. The solute is conservative,
non-reactive, has a free solution diffusion coefficient of 10−9 m2 s−1, and has
longitudinal and transverse dispersivity values of 5 m and 0.5 m, respectively.

7.1.3. Results

The mean and standard deviation of the concentration at the observation
point after one million years are determined using a PCE and LHS. The pre-
dicted mean and standard deviation are compared against their empirically
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determined true values which are obtained via 10,000 LHS simulations. The
relative error of the mean and standard deviation are shown in Figure 2. In this
case PCE converges significantly faster than LHS, which suggests that PCE has
the potential for considerable speedup over more traditional sampling based
methods. Figure 3 shows the PDF in subplot (A) and the CDF in subplot (B)
of the concentration computed from an order 4 PCE (737 simulations) compared
to the empirical true case (10,000 Latin Hypercube simulations). With more
than 13 times fewer model simulations, the chaos expansion is able to accurately
reproduce the empirically determined PDF and CDF of the concentration.

We conclude this section by examining how closely the PCE constructed
through iterative refinement approximates the full HGS model. Table 3 presents
the mean absolute error (MAE), root mean square error (RMSE), Nash–Sutcliffe
model efficiency coefficient (NSE), and the percentage bias (PBIAS) of the con-
centration, obtained by comparing the order four PCE against HGS simulation
results at 100 points randomly distributed throughout the parameter space via
Latin Hypercube sampling. In addition, we present the leave-one-out cross-
validation error (LOOCV) computed over the set of collocation points.
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Figure 2: Relative error in the mean (A) and standard deviation (B) of the concentration for
the 2D layered problem. The relative error in each statistic is computed with respect to the
empirical true value obtained by 10,000 Latin Hypercube simulations. The annotation at each
marker on the PCE curves indicates expansion order.
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Figure 3: Comparison between an order four PCE and LHS of the PDF (A) and CDF (B) of
the concentration for the 2D layered problem. Bracketed numbers in the legend indicate the
number of model simulations.

Table 3: Validation of order four PCE for the 2D layered problem.

Measure Value Optimal

MAE 5.29× 10−4 0
RMSE 1.05× 10−3 0
NSE 9.86× 10−1 1
PBIAS (%) 1.85 0
LOOCV 3.94× 10−7 0

7.2. 1D Transient Flow and Transport in a 1D Unsaturated Column

7.2.1. Problem Description

This problem simulates the constant infiltration of a unit concentration dis-
solved solute into a 5 m long dry soil column with free drainage outlet at the
bottom. Concentration and water saturation values are observed at 5 cm inter-
vals along the column at five separate times.

7.2.2. Model Setup

The numerical model consists of a 5 m long column divided vertically into
500 elements (each element is 1 cm thick). The elements measure unit thickness
in the x- and y-directions (1 m), and contains 2002 nodes and 500 elements. As
shown in Table 4 four parameters are assumed to be uncertain for this problem.
Hydraulic parameters are based on literature values for Borden Sand; Sudicky
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Figure 4: Pressure-saturation envelope as determined by the uncertainty in the van Genuchten
parameters given in Table 4 for the 1D unsaturated column problem.

(1986) for hydraulic conductivity, and Berg and Gillham (2010) for mean van
Genuchten parameters. Uncertainty was introduced into the van Genuchten
parameters by perturbing them by approximately 15–25% around their mean
values. The impact of the uncertainty in the van Genuchten alpha and beta on
the pressure-saturation relationship is shown in Figure 4.

Table 4: Uncertain parameters for the 1D unsaturated column problem.

Parameter Value Units

hydraulic conductivity (K) LogN(−9.23, 0.005099) m s−1

longitudinal dispersivity (α`) U(0.005, 0.025) m
van Genuchten alpha (α) U(1.3, 2.0) m−1

van Genuchten beta (β) U(6.5, 8.5) –

Initially, the model is near residual saturation and has a constant flux bound-
ary condition of 8.64 mm/day on top. Additionally, the top boundary condition
contains a conservative, non-reactive tracer (chloride) with a free-solution dif-
fusion coefficient of 10−9 m2 s−1 for the duration of the simulation (25 days).
Uncertainty in saturation and concentration is quantified using an order four
PCE at 101 spatial locations (every 5 cm along the column) and five different
times for each quantity of interest (1010 PCE estimates).

7.2.3. Results

Spatial and temporal solute concentration and saturation distributions are
shown in Figure 5 respectively. Figure 5(A) shows the mean solute concentration

21



0

1

2

3

4

5

-0.2 0 0.2 0.4 0.6 0.8 1 1.2 1.4

E
le

va
tio

n 
(m

)

Concentration (kg/m3)

3 days

7 days

15 days

21 days

26 days

0

1

2

3

4

5

0.04 0.06 0.08 0.1 0.12 0.14 0.16 0.18

E
le

va
tio

n 
(m

)

Saturation (-)

1 day

3 days

7 days

11 days

13 days

(A)

(B)

Figure 5: Profiles of the concentration (A) and saturation (B) for the 1D unsaturated column
problem. Solid lines represent the mean value and the region bounded between the dashed
lines represents one standard deviation on either side of the mean.

distribution bounded by one standard deviation as determined by PCE at 3,
7, 15, 21, and 25 days. Figure 5(B) shows the mean saturation distribution
bounded by one standard deviation as determined by PCE at 1, 3, 7, 11, and
13 days.

7.3. 3D Fully-Integrated Surface and Variably-Saturated Subsurface Flow and
Transport in a Small Catchment

This demonstration case involves a rainfall-runoff field experiment conducted
by Abdul and Gillham (1989) at the Borden research site. This field experiment
has become a standard problem for benchmarking fully-integrated surface and
subsurface flow models (VanderKwaak, 1999; Kollet et al., 2017; Aquanty Inc.,
2015).
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Figure 6: 3D small catchment problem.

7.3.1. Problem Description

The simulation problem is a fully-integrated surface and variably-saturated
subsurface water flow and solute transport problem. The small test catch-
ment measures approximately 80 m long by 15 m wide (Figure 6). The rainfall-
runoff experiment consisted of applying precipitation with a conservative bro-
mide tracer to the catchment at a rate of (2 cm/hr) for 50 minutes. Outflow
rates and bromide concentrations were measured at the outlet of the model.
As shown in Table 5, seven parameters were assumed to be uncertain. The
uncertainty range in the hydraulic conductivity was based on literature values
(Sudicky, 1986) and the ranges for the remaining parameters in Table 5 were
obtained by a PEST (Doherty, 1994) calibration. The quantities of interest in-
clude: water flux out of the catchment, bromide mass flux out of the catchment,
and hydraulic head at a point in the model, recorded at 241 output times.

7.3.2. Model Setup

The numerical model simulates both surface/subsurface flow and transport
in a fully-integrated manner using HGS (Aquanty Inc., 2015). The finite element
mesh contains approximately 22,000 nodes and 40,000 elements. Similar to
previous model designs by VanderKwaak (1999) and Kollet et al. (2017), the
subsurface is homogeneous and the surface domain is divided into two zones, the
main channel and the surrounding area. Precipitation with a unit concentration
of bromide tracer is applied to the upper surface of the model at a rate 2 cm/hr
for 50 minutes, after which the simulation continues for an additional 50 minutes
with no precipitation. Water and bromide mass flux out of the domain, and the
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Table 5: Uncertain parameters for the 3D small catchment problem.

Parameter Value Units

hydraulic conductivity (K) LogN(−9.23, 0.005099) m s−1

Manning’s coefficient† (n) U(0.0177, 0.029) m−
1/3 s

rill storage height (hr) U(0.00058, 0.01) m
coupling length (L) LogU(4.2 × 10−6, 4.2 × 10−4) m
surface longitudinal dispersivity (α`) U(0.5, 1.5) m
coupling dispersivity (α∗) LogU(4.2 × 10−6, 4.2 × 10−4) m
porosity (φ) U(0.295, 0.315) –

†in stream channel

hydraulic head at an observation point (Figure 6) are recorded every 25 seconds.

7.3.3. Results

Temporally varying global sensitivity indices are computed using an order
two PCE requiring a total of 98 model simulations (Figure 7) and for compari-
son an order four PCE requiring a total of 1329 model simulations (Figure 8).
In each figure, subplots (A), (B), and (C) show the median and interquartile
ranges for water flux discharge, bromide mass discharge, and hydraulic head,
respectively. These statistics were computed from 10,000 random samples of
the chaos expansion. Subplots (D), (E), and (F) show the most significant
main effect global sensitivity indices for these same quantities of interest. It
is encouraging to observe that with less than one tenth the number of model
simulations, the order two expansion results are nearly identical to the order
four expansion results. In particular, the order two expansion is able to capture
the main features of the time varying sensitivity indices. As shown in Figures
7 and 8, time varying sensitivity coefficients can provide considerable insight
into how the most sensitive system parameters may change depending on model
state. For example, during the early portion of the simulation when rain is
being applied to the domain, hydraulic head is most sensitive to rill storage,
however, when the simulated rain stops, hydraulic head becomes most sensitive
to porosity.
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Figure 7: Numerical results for 3D small catchment problem using an order two PCE. Subplots
(A), (B), and (C) show the median, first quartile (Q1), and third quartile (Q3) of the water
flow discharge, bromide mass discharge, and head, respectively. Subplots (D), (E), and (F)
show the most significant main effect global sensitivity indices of the water flow discharge,
bromide mass discharge, and head, respectively. The vertical dashed line at time t = 50
minutes signifies the time at which the rain stops.
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Figure 8: Numerical results for 3D small catchment problem using an order four PCE. Subplots
(A), (B), and (C) show the median, first quartile (Q1), and third quartile (Q3) of the water
flow discharge, bromide mass discharge, and head, respectively. Subplots (D), (E), and (F)
show the most significant main effect global sensitivity indices of the water flow discharge,
bromide mass discharge, and head, respectively. The vertical dashed line at time t = 50
minutes signifies the time at which the rain stops.
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8. Conclusions

Although high performance computers and advanced numerical methods
have made the application of fully-integrated surface and subsurface flow and
transport models, such as HydroGeoSphere, common place, run times for large
complex basin models can still be on the order of days, to weeks. Traditional
workhorse algorithms for uncertainty quantification such as LHS or MCS typi-
cally require thousands of simulations to achieve an acceptable level of accuracy,
thus making their computational cost prohibitive for such applications. In this
paper, we demonstrated the performance gains that are possible by applying
polynomial chaos to uncertainty quantification of integrated hydrologic models.
An added benefit of our approach is that once a chaos expansion has been con-
structed, approximating the mean, covariance, PDF, CDF, and other common
statistics as well as local and global sensitivity measures is straightforward and
computationally inexpensive. Our numerical experiments show that polynomial
chaos is an effective and robust method for quantifying uncertainty in hydro-
logic simulations, that provides a rich set of features and is computationally
efficient, with the potential for significant speedup over existing sampling meth-
ods when the number of uncertain model parameters is modest. We note that
while the test cases presented in this manuscript employ HydroGeoSphere, our
non-intrusive implementation is model independent, allowing it to be applied
to any deterministic model provided the model inputs and outputs are format-
ted appropriately. In particular, the following key points were discussed in this
study:

• The development and application of a non-intrusive polynomial chaos ex-
pansion tool for the quantification of uncertainty in deterministic hydro-
logic models, such as HydroGeoSphere. In particular, our implementation
contains an iterative refinement framework that incrementally improves a
chaos expansion through the optimal reuse of previous lower-order expan-
sions.

• For increased efficiency, the PCE tool is parallelized with OpenMP (OpenMP
Architecture Review Board, 2002), thus allowing many concurrent sim-
ulations to be performed on a single desktop computer. Additionally,
the PCE tool is hosted on AlgoCompute (Merrick, 2017), a web-based
cloud-computing tool that employs the Microsoft Azure cloud-computing
platform.

• In the first test case (Section 7.1), convergence with respect to increasing
expansion order (hence, increasing simulation count) of the PCE mean and
standard deviation was compared to LHS for a simple 2D fully-saturated
steady-state flow and transient transport problem. It was observed that
PCE converged to a relative error of less than 10−2 significantly faster than
LHS, requiring almost 7 times fewer model simulations. Furthermore, the
PDF and CDF obtained from random sampling of the fourth order PCE
(10,000 samples) were shown to be essentially identical to the PDF and
CDF obtained from LHS with 10,000 model simulations.
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• The second test case (Section 7.2), which consisted of two quantities of in-
terest at 101 spatially distributed observation locations, demonstrated the
ability of the PCE tool to handle a large number of different observation
locations.

• In contrast to the second test case, the third test case (Section 7.3) is highly
transiently resolved, with 241 output times for three different observation
locations. This small watershed case demonstrated the capability of PCE
for time varying global sensitivity analysis which can provide significant
insight into the relative parameter importance under changing hydrologic
conditions.

Future work will focus primarily on validation involving multiple sources of
uncertainty including both surface and subsurface processes. The application of
our tool to nuclear waste management, flood risk analysis, precipitation, large
basin models, and other areas of interest is planned. Further refinement of the
sparse grid collocation iterative refinement method is anticipated and adaptive
grid refinement guided by global sensitivity analysis is being investigated. Grid
refinement with respect to the deterministic model time is also being investi-
gated.
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